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Reminder: linear algebra is Ax = b with A ∈ Rn×m, x ∈ Rm, b ∈ Rn. These equations can be written∑
j aijxj = bi.

1 Basic concepts

Def’n: Image of a linear transformation A (see def’n of linear transformation from last time) where A :
Rm → Rn takes x→ Ax is the set of all possible values of Ax, i.e. Im(A) = {Ax : x ∈ Rm}.

Exercise: show Im(A) is a vector subspace of Rn.
Proof: α(Ax1) + β(Ax2) = A(αx1 + βx2), and since x1, x2 live in a vector space Rm, αx1 + βx2 ∈ Rm.
Note: Ax = b has a solution iff b ∈ Im(A), so the image tells you which equations you can solve.

Def’n: Kernel of A are all of the elements that map to the 0 element, Ker(A) = {x : Ax = 0}.
Exercise: show Ker(A) is a vector subspace of Rn.
Proof: If x, y ∈ Ker(A) and r, s are scalars then A(rx+sy) = r(Ax)+s(Ay) = 0, so any linear combination

of vectors in the kernel of A are also in the kernel.
Note: This is not the same thing as the “kernel trick”. SM: Chris,

check me on
this?

Another note: In general the kernel object of a mathematical structure adopts the structure of its over-
arching group.

Recall that vector spaces have well-defined dimensions. Although the image and kernel live in different
vector spaces, they are related.
Rank Nullity Theorem: Let A ∈ Rn×m. Then

dim Im(A) + dim Ker(A) = m. (1)

Proof: This is not necessarily meant to be understood... Ker(A) ∈ Rm and by the first isomorphism theorem,
Rm/Ker(A) ' Im(A). Therefore dim(Rm/Ker(A)) = dim Im(A). With dim(Rm/Ker(A)) = dimRm −
dim Ker(A), we get the Rank Nullity Theorems.
Def’n: Rank of A is defined as

rank(A) = dim Im(A). (2)

Exercise: Show that Im(A) = column space of A, or the span of the columns of A. This shows that
rank(A) = the number of linearly independent columns. Recall that

span{v1, ..., vm} = {
m∑
i=1

αivi : αi ∈ R} (3)

Theorem: rank(A) = rank(AT ). As a corollary, rank(A) is the number of linearly independent rows.

Examples:
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• Suppose A ∈ R1×m. Then Ax = b means solving an equation where b is a scalar and x is an m-
dimensional vector. Then dim Ker(A) = m − 1. You can think about it this way– if you are looking
for three dimensional vectors, then the kernel of A is the plane through that three dimensional space
where the sum of scaled Cartesian coordinates is 0. Alternatively, using the rank nullity theorem, since
dim Im(A) = dimR = 1, dim Ker(A) = m− 1.

• A ∈ Rn×1, b ∈ Rn. So x ∈ R is a scalar. dim rank(A) = 1, dim Ker(A) = 0. Obviously there exist
solutions to this equation if and only if b is a scaled version of A.

Theory of the alternatives: Fix A and b. Then Ax = b either has no solutions OR all solutions x are
given by x = x0 + u where u ∈ Ker(A) and x0 is any particular solution, meaning that Ax0 = b.

Proof: If there are no solutions, then that’s the first case in the theorem. So suppose that there is a
solution x0. Proof by contradiction: suppose that there is some other x that solves Ax = b. Therefore, we
have Ax0 = b, Ax = b, and subtracting the two gives A(x − x0) = 0. Hence x − x0 ∈ Ker(A), and we can
write any such x as x = x0 + u where u ∈ Ker(A).

Examples: If A is the 0 matrix and b is nonzero, then there are no possible solutions x. Or if A = (1, ..., 1)

and x =

x1...
xn

 = b, one solution is clearly x0 =


b0
0
...
0

. By the theory of the alternatives, all of the solutions

are given by x = x0 + Ker(A), where the kernel of A is the span of the set {


1
−1
0
...
0

 ,


1
0
−1
...
0

 , ...,


1
0
...
0
−1

}.

More explicitly, any solution to that Ax = b will look like x =


b+

∑n−1
i=1 ci
−c1

...
−cn−1

.

Remark: What’s the point of “the theory of alternatives”? Parametrization. This means that if you know
one solution to Ax = b, then from knowing the kernel of A, you can get ALL of the other solutions. And as
shown in one of the examples above, you can parametrize any solution to Ax = b if you can characterize the
kernel of A.

More interesting example: Linear differential equations. If you can get the solution to the homogeneous
equation, then if you’re faced with the non homogeneous equation, just find one solution to that non-
homogeneous equation. Now you have all of the possible solutions– add any solution to the homogeneous
equation to that one solution.

Square matrices and inverses: A special case is when A ∈ Rn×n, a square matrix. Then you have the
possibility of converting Ax = b to x = A−1b where A−1 is the inverse of A, defined by AA−1 = A−1A = In
and In is the identity of Rn×n. The inverse of A existing implies that Ax = b is always uniquely solvable
and the solution is x = A−1b. Likewise, if for any b there is a x that solves Ax = b, then we are guaranteed
that A has an inverse and that Ax = b is always uniquely solvable.

Proof: If Ax = b is always solvable for any b, then by definition of image, Im(A) = Rn. Therefore by
Rank-Nullity, dim Ker(A) = 0, which means that there is only vector in the kernel. But the zero vector has
to be in the kernel– anything times zero is zero– so the Ker(A) = {0n}.
We will now prove that A is a bijective map from Rn to Rn by showing that A is one to one and onto, i.e.
that two points are never sent to the same vector by A and that Ax covers all of Rn. The first is shown by
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proof by contradiction– consider Ax = Ay → A(x − y) = 0 → x − y ∈ Ker(A) → x = y. The second is our
assumption, that Im(A) = Rn.
Since A is a bijective map, there is a unique solution to Ax = b for all b and hence we can define A−1 as the
x for which Ax = b. Then the remainder of this proof is an exercise...

Exercise: Show that a linear map A : Rn → Rn which is a bijective mapping implies that A−1 is a linear
map.

Note: Inverses are also characterized by:

det(A) 6= 0↔ A−1exists↔ rank(A) = n. (4)

Proof: Left as an exercise to the reader.

2 Finally, some applications: Eigenvectors, eigenvalues, and diag-
onalizability

The sequence of Fibonacci numbers is generated by

fn+2 = fn+1 + fn. (5)

Recursive equations are often a pain in the ass to compute, and it’s much better to turn them into explicit
expressions for fn in terms of n. We can do this for this example usi(

fn+2

fn+1

)
=

(
1 1
1 0

)n(
1
1

)
. (6)

Proof by induction left as exercise to the reader. The way to solve this is to factorize this matrix into
something simple, so that taking the matrix to the nth power is easy. Diagonalization:(

1 1
1 0

)
= SDS−1 (7)

where D has the form

D =

(
λ1 0
0 λ2

)
(8)

is incredibly easy to take powers of:

(SDS−1)n = (SDS−1)(SDS−1)...(SDS−1) = SD(S−1S)D(S−1S)...DS−1 = SDnS−1. (9)

So let’s try to put the original matrix into this form.
How can we get it into this form? A = SDS−1 ↔ AS = SD. Write S = (s1, s2, ..., sn) where si is a

column vector. Then AS = SD is equivalently to (As1, As2, ..., Asn) = (λ1s1, λ2s2, ..., λnsn), which means
that

Asi = λisi. (10)

In other words, diagonalizable matrices A = SDS−1 have a diagonal matrix D whose entries are
the eigenvalues of A and a matrix S whose columns are the eigenvectors of A.

Def’n: The eigenvector x of A has eigenvalue λ if Ax = λx, x 6= 0.
Exercise: The span of the set of eigenvectors with the same eigenvalue λ is a vector (sub)space.

Exercise: Not every matrix is diagonalizable. Prove that

(
0 1
0 0

)
is not diagonalizable.
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Exercise: Show that not every invertible matrix is diagonalizable, e.g.

(
1 1
0 1

)
.

Exercise: Show that A is invertible iff 0 is not an eigenvalue of A.

Back to the original rabbit breeding problem... it turns out the eigenvalues of that matrix A are λ = 1±
√
5

2 .
Therefore (algebra skipped) we can write

fn+2 = αλn1 + βλn2 . (11)

where α and β are scalars to be determined that depend on S. But we don’t even need to find S to determine
their values– we just need to plug in for f3, f4 and solve:(

f3
f4

)
=

(
λ11 λ12
λ21 λ22

)(
α
β

)
. (12)

That matrix,

(
λ11 λ12
λ21 λ22

)
, can be inverted to solve for

(
α
β

)
. Proof left as an exercise to the reader.

2.1 Markov chains

Pretend you have the nodes 1, 2, and 3, and let

x(t) =

P (1, t)
P (2, t)
P (3, t)

 (13)

is the list of probabilities that you are at node 1, 2, or 3. Let’s say that there is a transition matrix T that
governs how you move through these states,

x(t+ ∆t) = Tx(t) (14)

where T is a matrix of probabilities– Tij tells you the probability of moving from i to j at the next time
step. Let’s say

T =

 0 2/3 1/3
1/2 0 2/3
1/2 1/3 0

 . (15)

Then, by repeated applications of eqn. 14,

x(t = k∆t) = T kx(t = 0). (16)

There is a well-defined limit of x(t) as t→∞ which we can get by diagonalizing T :

T = (u1 u2 u3)

1 0 0
0 λ2 0
0 0 λ3

uT1uT2
uT3

 . (17)

Exercise to the reader: find the eigenvectors u1, u2 and u3 and eigenvalues λ2, λ3. You should get complex
numbers, indicating that something about this system oscillates– more on that next lecture.

Since T is diagonalizable, then its eigenvectors {u1, u2, u3} form a basis for the entire vector space, which
means that any x(t = 0) can be written as a linear combination of the eigenvectors of T :

x(t = 0) =

3∑
i=1

αiui (18)

T kx(t = 0) = T k

(
3∑

i=1

αiui

)
=

n∑
i=1

αiT
kui (19)

=

3∑
i=1

αiλ
k
i ui. (20)

4



For the T here, the eigenvalues are λ1 = 1 and two other nonnegative eigenvalues with modulus less than 1,
0 < |λ2|, |λ3| < 1. Therefore, raising those smaller eigenvalues to sufficiently high powers will cause them
to disappear: limk→∞ |λk2 | = limk→∞ |λ2|k = 0, limk→∞ |λk3 | = limk→∞ |λ3|k = 0. But since 1k = 1,

lim
k→∞

T kx(t = 0) =

n∑
i=1

αi( lim
k→∞

λki )ui = α1u1. (21)

So repeatedly multiplying our state by the matrix T should eventually lead to us getting a state proportional
to u1.

More generally, suppose that we have any diagonalizable matrix T with eigenvalues λ1, ..., λn. Suppose
that maxi |λi| = |λ1|, i.e. that |λ1| is the eigenvalue with maximum modulus. As k grows large, then α1λ

k
1

will grow to dominate all of the other coefficients unless α1 = 0 (which would be extremely unlucky and
unlikely.) Therefore,

lim
k→∞

1

λk1
T kx(t = 0) ∼ α1u1 (22)

as long as α1 > 0. This is called the power method and it’s an efficient way to find the largest eigenvalue
and corresponding eigenvector of a matrix. More details forthcoming in the next lecture.
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